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(This is an advancedraft copy of the full tutorial. It only coverscellular automata. Check ���
�����������
� � !�"#��$
%	"

for updates and sendany comments or feedback to �	!�&�'���(��
���)!�"#��$*%�" .)
In this learn-by-doing tutorial we intr oduce two related formats of very-¯ne grained parallel computing|

cellular automata and lattice gas automata/partitioned cellular automata|and show how to program them
on the Step/Simp platform. The Step/Simp platform is free, open source software available at �
� � !�"#��$
%	" .

1 Intro duction

Simp stands for the Simple Interface to Matter Programming. Our notion of \matter programming" encom-
passescellular automata (CA), lattice gas/partitioned cellular automata (LG/PCA), and related ¯ne-grained
computing formats. The state of this \programmable matter" is embodied in a set discretesignalspositioned
at the sitesof a regular lattice. The dynamicsof this \matter" areprogrammedthrough two primitiv eswhich
transport signalsalong the lattice and interact them at the lattice sites.

In this tutorial you will learn how to use Simp to instantiate lumps of programmable matter and how
bend them to your will. Here, in this introduction, you'll get a feel for what programmablematter looks like
by examing someexamples. Then, in the core of the tutorial, you'll learn about and how to program CA
in x2 and LG/PCA in x3. Finally, in x5, you'll ¯nd referencesto other documentation and suggestionsfor
further study.

A few remarks about conventions are in order. Currently , Simp invocations are issued from a UNIX
command-line1 within an X Windows terminal and are demarcatedin this text by the pre¯x \ + ". Sections
of this tutorial that are speci¯c to Simp are °agged with an asterisk \*". They assumethat Simp has
already been installed and may ask you to program or to run examples. Those already familiar with CA
and LG/PCA and desiring to delve directly in to Simp details may just skip aheadto such sections.

1.1 Running Demos*

Let's get a feel for Simp programs by having Simp run a selectionof them in autoplay mode. In this mode
Simp brings up each canned demo one-at-a-time in a new viewer window, prints its name and description
in the terminal, and then runs the dynamics from an initial con¯guration through some¯xed number of
iterations of the dynamics.

Invoke Simp in autoplay mode with the command
+-,/.����10�0�&�"���2���34&*5

and enjoy the show!
Now that you haveseena quick smattering of Simp programs,you may wish to havea bit morecontrol|to

be able to selecta particular demo,control updatesstep-by-step, to examineviewsin moredetail by zooming,
1An updated tutorial will be posted on 6�798 :<;=8)>�?@; when graphical Windo ws and versions of Simp becomesavailable.
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panning or magni¯ng, or to accessprogram speci¯c commands.This next level of control is available through
the Simp key control-panel, with which you will now experiment.

The Simp key control-panel

Enter the basic Simp key control-panel, with
+-,/.����

and press the 'd' to enter demo mode. Select among the available demos using `tab' to list the options.
(Alternativ ely, if you know the name of the demo that you wish to run, you can just specify it at the
command-line. For example, to run the rule ����� you can use the 0�0*%�$�� 2 command-line option as in + ,/.����

0�0*%�$�� 2 �
��� . )
Once a demo has been selected,a Simp viewer pops up and displays the demo's initial con¯guration.

The Simp control-panel awaits the next command.
Before entering any commands, read the description and try to understand the demo. Then hit the

`space-bar'to advanceby a single time step. Hit `space'again, again, and again . . . if you hit it fast enough,
the evolution should look contin uous|lik e a movie. Is the evolution as you thought it would be?

An easierway to do run many time steps in a row, and one that woln't wear out your `space-bar',is to
tell Simp to run continiously by hitting `enter'. In contin uious mode, the evolution will proceedas fast as
possibleuntil you hit `enter' again or press`space',at which point it will stop. To strobe the view, updating
at say every ten steps,hit the numeric keys `1' and then `0' for ten and then the `space'or `enter'.

For fun, try using `i' and `o' to zoom in and out. Use the arrow keys to pan. Pressthe help key `h' to
lists all the key bindings and their descriptions. Take sometime play with the control-panel's features and
familiarize yourself with its functionalit y|it should be mostly self-explanatory at this point.

Once you are satis¯ed with the ¯rst demo, enter `q' quit. Try another program and enter `h' again to
list the commands. Notice that all the lower casekeysbindings remain the same,while the upper casewill
most likely have changed. This is becausethe upper casekeysare reserved for program speci¯c commands.
Indeed, some programs|suc h as the �
��� gas, which can reverse it's dynamics, and life, which can trace
\gliders"|ha ve special goodies available in their user de¯ned commands.

In playing with the demos,did you notice that:

² if you zoom in far enoughyou get to the ¯nest granularit y|that of sites or cells?

² if you scroll left and right, up and down the con¯guration wraps around, becauseit's on a torus?

² someprograms, such as ,�'
&

��� and ��&

�

.��
5 , are one dimensional and displayed as space-timediagrams
with their histories scrolling upwards, while others, such as 39.

�

$ and .=, .���� , are two dimensional?

Now that you area competent helmsmanof the key control-panel and havean ideaof what someexamples
of the Step computing format look like, let's move on to explore Simp programming, starting with CA.

2 Cellular Automata

This section informally introducescellular automata through someparit y rules and demonstrateshow to
program them in one dimension and then in two. Along the way some aspects of CA behavior will be
characterized.

2.1 An intro duction to one-dimensionalCA via the parit y rule

One can think of a one-dimensionalCA as a special sort of tape that's divided along its length into cells.
Thesecells take their possiblevalues from some¯xed state set. In the simplest type of tape, this state set
contains two distinct states. For now, we'll interpret them as black and white, but any set of unique names
will work since the choice of state labels is arbitrary . (Indeed, in Simp, the canonical state namesare the
integersf 0; 1; : : : ; N ¡ 1g where N is the number of states, but the interpretation of thesestates is open.)
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Figure 1: 1D 2 state CA with point seed. A one-dimensional, two-state CA is lik e a tape that has been divided into
sites with each one labeled either black or white. In this con¯guration only a single site has beenseededwith a black
and all others are white.

? ? ?

? ? ? ?

(a) local rule form (b) convolution with the parit y rule

Figure 2: Updates by convolution. Part (a) shows the input/output form of a one dimensional, radius 1 CA. One
can think of computing the dynamics of such a CA by \convolving" the current state of the CA with a particular
transition function to get the next state. Part (b) does just this. Speci¯cally , it depicts the convolution sub-stepsof
an update using the odd parit y transition function which outputs black if there are an odd number of black sites in
the input.

Fig. 1 shows such a binary black/white tape where all the cells are white except for one black one.
We'll call this con¯guration the point seed and useit as starting point from which to study the parit y CA's
evolution over successive updates.

This evolution is carried out by the CA's dynamics|a cellular automaton rule that updates the state of
all cells identically and in parallel as a function of both their own current state and the states of someof
their neighbors. Sinceall cellsare updated in the sameway, specifying how one cell is updated speci¯es how
they all are updated.

Under a CA update, the next state of a cell is obtained by mapping both its current state and the states
of the cells in its neighborhood through a transition function that outputs the cell's next state. Together,
a neighborhood and a transition function completly specify a CA rule. Together, the neighborhood and a
transition function form a recipe for obtaining the next CA \tap e" con¯guration asa function of the current
one. Programming a CA is a matter of specifying them.

The one-dimensionalCA parit y rule that we'll program ¯rst will look at the two nearestneighbors|the
cells to the immediate left and right|when making updates. Fig. 2 (a) depicts the local input/output form
of such a neighborhood.

Although we have given the CA neighborhood, the signal transport represented by the arrows in Fig. 2
(a), we have not yet given the CA transition function, the signal interaction represented by a circle Fig. 2
(a).

A transition function maps a set of inputs to a set of outputs. It speci¯es how the input signals,such as
those of the neighbors, interact to form the output signal(s), such as the cell's next state. The (odd) parit y
transition function is expressedin the following words

Output black if the number of black inputs is odd, otherwise output white.

Now, the parit y rule is complete. Before going on to program it formally in Simp, let's get a better feel
for how a CA works by runing parit y by hand.

Running 1D parit y by hand

In theory, each cell updates in full parallel, getting the next state for all sites independently , all at once.
However we wouldn't want to update this way in our manual exercise,becauseour human minds prevent us
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Figure 3: Workspace for manual CA parit y update. Use this as a workspace for running the parit y rule by hand.
You could instead use graph paper if you have not prin ted the tutorial.

from doing more than a few things at once. Instead we'll update sites one-at-a-time, serially, as is done in
Fig. 2, by sliding (convolving) the transition function over one CA tape to get the next2.

Thosefamiliar with signal processingwill notice that this method of CA update is similar to convolution.
Indeed,a CA neighborhood similar to a convolution kernel footprin t. However, rather than beingconstrained
to mapping input to output at each point through a linear function that multiplies and integratessomekernel
and the original signal, the CA transition function can useany transition function to map neighbor inputs
to outputs.

Now, you will use Fig. 3 as a workspaceto update the parit y rule manually from a point seed. To get
started, compute the next con¯guration on the next row by convolving with the parit y rule asdemonstrated
in Fig. 2 (b). That is, draw a black dot in the squareon the next row if the number of black dots in the
neighborhood (eg. left, right,center) of the previous row is odd.

Repeat this for a few time steps, moving down one line each time. The result is a space-timediagram
with position on the horizontal axis and time on the vertical axis. You can check your computations against
Fig. 4 (a).

You might be surprised to seethat a structure of nested triangles remnescent of the Sierpenski gasket3

developsin the space-timediagram of this simple rule. As is often the case,simple CA rules can give rise to
surprising results!

Note that the \horizon" of black in the space-timediagram movesonesite to the right and onesite to the
left after each time step, marking the extent information travel from the point seed.After t time steps this
front has advancedt sites to the right and left from the point seed. Indeed, the maximum rate information
can travel is onesite per time step and the maximum distanceis t. A physicist might equatethis speedlimit
with the speedof light and and the growing sphereof in°uence with a \ligh t cone."

2Note that many CA implementations being limited to one or a small number of processors, tak e a somewhat of a lik e
minded approach to updating.

3Odd parit y (rule 150) does not produce the exact Sierpinski gasket. The actual Sierpinski gasket can be produced by
running with the CA rule 90 from the same point seed. It is also the Pascal triangle modulo two.
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(a) successive tapes (b) Simp space-timediagram

Figure 4: Running the parit y rule|a space-timeview. In part (a) we seesuccessive updates under the parit y rule.
In part (b), we make Simp run the parit y rule. Spaceruns along the horizontal axis and time increasesdown on the
vertical axis.

2.2 Programming the parit y rule *

Let us now take the rough description of the parit y CA rule and turn it into a running a Simp program. For
reference,the complete program and its logical sectionsare shown in Fig. 5. Skim the code to get the gist
of it, but don't worry too much about the details, becausethey'll be covered in depth shortly.

Be aware that Simp code is written in the python scripting language and that the Simp program
interprets this code in an extended python environment with someextra de¯nitions and special deferred
variables. If you already know python , that will be an assetto you asa Simp programmer, however python
syntax is quite natural and those familiar with C or C++ will ¯nd it not entirely foreign. As we go, we will
quickly explain someof the basic python syntax used in the tutorial. Hopefully, these terse explanations
will su±ce for the time being, but for more completecoverageseethe excellent documentation and tutorials
at ����� � �45���� 2 ����2

�

� .
As you work through the tutorials, it is suggestedthat you recreateSimp ¯les such as ��&

�

.��*5

�

%���� on your
own by typing each pieceof code that you encounter into a plain text editor 4 as you cometo it. However,
if learn-by-typing is not your style you can get the code for the demo from the simp demo directory. Invoke
Simp with the °ag 0
0 ��$
��%�$�� 2*%
.

� to get the location of the demo directory.
Let us now considerin detail the logical sectionsand code of ��&

�

.��
5

�

%���� .

Documentation string

Although this section is not strictly necessary, it is nice to have an explanation of the rationale of a program.
The documentation string is just the ¯rst python string in a Simp ¯le. Three consecutive quote characters
mark its beginning and another three mark its end.

Lattice dimensions

Declaring the lattice dimensionsis assimple assetting the �	��
���
 (SION) Simp deferredvariable to a vector of
dimension sizesin the form of a python list. In this 1D parit y rule we only useonedimension, but onecan
useany arbitrary number of dimensions,each with an arbitrary size. Here's the Simp code which selectsa
tape with 250 cells:

� �������

����
���


�����	�

Note that despite the fact that theoretical CA are often presented on an in¯nite lattice, Simp programsrun
on a ¯xed sizelattice with edgesthat wrap around. The \tap e" we have declaredis actually a ring|the ¯nite

4Good plain text editors include programmer's editors lik e Emacs and Vi, but even the Windo ws notepad most Word
Pro cessorscan be made to write plain text.
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documentation string|a comment that explains the
rule or program. Thesestrings areprinted whenSimp
programs, such as those run in the demos,initialize.
lattice dimensions|the dimensionsof the ¯nite lat-
tice of CA cells. This declaresboth the number of
dimensionsand the sizeof each of them.
CA state signals|the signal or signals that hold cell
state.
neighbor signals and transport |signals must carry
state information to neighbors, this section declares
theseneighbor signalsand from whencethey come.
transition function|de¯nes the interaction of input
signals to form the output.
update step|de¯nes the sequenceof space-timeevent
processor(Step ) transport and interact operations
that update the CA by a single step. Usually, this is
just a transport followed by an interact.
color map|the color maps are functions that spec-
ify the mapping between(integer) cell states and the
colors they will be renderedto.
initialization |this sectionrequestsa Step engineap-
propriate for the number of signalsdeclared,requests
a rendererfor viewing somesubsetof the signals,and
initializes the state of the CA.
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Figure 5: Simp code for 1D parit y. The code from the demo ¯le
�,���
����!�"�#:$'&

, the one that generated Fig. 4 (b) and a
brief description of each of it's logical sections.
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approximation of an ideal, untenable in¯nite tape. This type of boundary condition is termed periodic5.

Signal declaration

The state at each site (cell) is divided into signalsand a method called 
9$����*.�� (nal) allocatesthem. To allocate
a signal called � with two states we use

�

�


9$���� . ���

���

where the numeric argument
�

denotesthat the signal has two states, namely
�

and
�

. The canonical state
labels of a signal with N states are the integers f 0; 1; : : : ; N ¡ 1g, however, in this example, we'll interpret
the two states,

�

and
�

, as white and black respectively.

Neighbor Signals

The 
=$���
=$*.�����!�2

�

� 2�2 % method can be usedto allocate neighbor signalsand declarewhere they comefrom. The
code

�

�

�


9$���
9$ . ���
! 2

�

� 2
2*%��	��

�

� �

0

�

�




��� �

�

���

declaresthe neighborhood
�

�

and two new signals, � and
�

, and that they come from � at a displacement
of 0

�

and
�

, respectively. The ¯rst argument to 
9$���
9$ . �	��! 2

�

��2�2*% is � , the cell state with respect to which the
new neighborhood is de¯ned. The arguments �

� �

0

�

�

and
��� �

�

�

declare the two neighbor signalsand the one
dimensional vector o®setsof the locations from which they get their values from � . Since they have not
already beende¯ned, 
9$���
9$ . �	��! 2

�

��2�2*% allocatesthe two neighbor signals.
For cardinalit y consistencywith � , they are created as two-state signals. Had the signals already been

de¯ned, 
9$���
9$ . �	��! 2

�

��2�2*% would only have checked to ensure that their state set size was correct. Note that
this feature a®ordsone the freedom to rede¯ne signal transport and to use the same signals in multiple
neighborhoods. Indeed, onecould easilydeclareneighborhoods other than

�

�

in which the samesignalscome
from di®erent locations. As we shall see,the �92��

�

& ��,���2

�

� primitiv e selectsthe signal transport topology, such
as the

�

�

neighborhood, is employed during any given update step.

Transition function

A transition function interacts signals|it maps signal input values to signal output values. In Simp, the
transition function is a python function|it maps signal input values to signal output valuesby assigning
integers to the output attributes of signalsas arithmetic/logical functions of their inputs. According to the
odd parit y rule, the output value of � is

�

(black) if the sum of the input valuesof � , � , and
�

(number of black
cells) is odd, otherwise the output value of � is

�

(white). The corresponding python transition function
can be written as

%�$

�

��&

�

.��
5��

�

�

,�"
�

�

�������

�

.

�

,�"
�

���

�

2

�

,�"
�

�����

�

� ���

�

�

$	3�,
$ �

� ���

� �

A number of comments in order.

² The ¯rst line declares��&

�

.��
5 as a python funtion and the indented lines that follow de¯ne ��&

�

.��
5 . In
python code blocking is done by indentation level instead of parenthesesor curly bracesas in C and
other languages. This blocking scheme holds for both the function de¯nition and the conditionals .

�

and $�3�,*$ .

² When a signal is used in in an arithmetic or logical function, its integer input value is read. So, the
arithmetic expression�������

�

sumsthe signal input values.
5Other choices for boundary conditions include ¯xed and re°ecting. They can be programmed in Simp, however, explainging

how to do so is beyond the present scope of this tutorial.
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² The assignments, � �

� �

and ���

�

�

, set the output value of the signal � . One sets a signal's output
value by assigning its \dot underscore" ( � ) attribute. If an output value is not set, it defaults to
identit y.

You have probably noticed that the de¯nition of ��&

�

.��
5 above is not the sameaswhat appearsin the code
of Fig. 5. Indeed, a simpler, but lesspedagogicallyuseful way of writing the sametransition function is

%�$

�

��&

�

.��
5��

�

�

��� �

�

�

�

�

� �

where symbol \
�

" is the the boolean bit wise \exclusive or" operator. In general,there is always more than
one way to expressa transition function. However, as we'll seelater in Section ?? there is a canonical way
to uniquely name transition function|b y giving the lookup table (LUT) that implements it.

Update function (STEP)

The update function sequencesthe signal transport and interaction that implements the CA rule. Like the
deferred variable �	��
���
 , the update function has a special deferred name. It is called ��� �

�

. The parit y rule
uses

%�$

�

��� �

�

�

�

�

�92��

�

& ��,�� 2

�

���

�

�

�

�92�� �4��$

�

&�' ��� ��&

�

.��*5

�

as its de¯nition of ��� �

�

. The two functions called in this ��� �

�

function invoke the underlying spacetime event
processor(Step ) that ultimately runs the CA. �42��

�

& � ,���2

�

� commands the Step to implement the signal
transport for the CA neighborhood

�

�

. �42 � ����$

�

&�'*� commandsthe Step to call the ��&

�

.��*5 transition function.
Together theseStep operations implement one update step of the parit y rule.

The color map

We wish to render states of � in such a way as to map
�

to white and
�

to black. To render in this way, one
can de¯ne the following Simp color map

%�$

�

! � �

�

�

.

�

� 2*� �����

�

&*5����

�

�

�

�

as a python function. Color maps are similar to the transition functions, but instead of mapping signal
inputs to outputs they map signal inputs to color pseudo-signaloutputs.

The four color pseudo-signals
�

$*% , �

�

� , �
3
" , and �

�

&*5 are prede¯ned by Simp. The ¯rst three correspond
to the primary colors, while �

�

&*5 is the intensity of all three6. Additionally , for three-dimensionalrendering,
there is an �/3*����& pseudo-signal.The parit y rule only needsblack and white, so, the color map above, ! � , is
de¯ned entirely in terms of the �

�

&*5 color pseudo-signal.
The pseudo-signalsare write only|reading them is meaningless|and instead of integer values, the

pseudo-signalsarewritten with °oating point intensities ranging between
�

�

�

and
�

�

�

with
�

�

�

being thehighest
intensity and

�

�

�

being the lowest. The default intensity is
�

.

Initialization

The initialization code,

=&��4$ � � �
.���$��

�
	

�

�����
�

��� � �

�

�


=&��4$

�

$ ��%�$

�

$

�

��'

�

�

,
$��=2	3�2

�


9&	� � ! �

�

�
$
���	��&�'
$ �

���

�

���


 �

�

�

�

6 If both ������� and a color pseudo-signal are set, their intensities add.
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(a) Symbolic version state map (b) Numeric version

Figure 6: Parit y. We seethat when we let white equal zero and black equal one, then we can map the parit y rule into
a binary table that lists all possible inputs and their corresponding outputs in order. Since the sequenceof outputs
is the the only free variable in the transition function table, we can represent the transition function as sequenceof
lookup table (LUT) entries. The LUT sequencefor the odd parit y rule as shown in (b) is 10010110and by taking
this binary sequenceas a binary number and converting to decimal we obtain 150|the Wolfram number for the odd
parit y rule. All transition functions may be represented thus as a binary number.

, is executedimediately beforecontrol is relinquished to the Simp control panel. Let's go through it line by
line.

² 
9& ��$ � ���*. ��$ noti¯es Simp that no new signalswill be allocated and that it can create a spacetime event
processorto carry out computations.

²
�

�������

�
�

is a deferredvariable declaresthe sizeof the time axis in the space-timediagram to be displayed
a one dimensional CA. It is read when �

�

$�&*��$

�

$ �4%�$

�

$

� is called.

² �

�

$�&*��$

�

$ �4%�$

�

$

� function tells Simp it can create the viewer window and the renderer. All signals that
will be rendered(inputs to a color map function) must be passedto as arguments.

²
�

,*$���2	3�2

�


=&	� speci¯es the color map that the renderer should use. One can switch to another colormap
by calling it again.

² ��$*������&�'*$ is usedto set valuesof the signals. In this caseit seedsthe initial con¯guration with a single1
state point|default, all statesare 0. The ¯rst argument givesthe location of the point and the second
gives the signal and the value to set that point. The more general form takesan index and an o®set
to specify entire rectangle to set and multiple signal=value pairs.

Running parit y from a Simp ¯le

Tell Simp to run parit y with the command
,/.���� ��&

�

.��*5

�

% ���

which assumesthat you have a Simp ¯le ��&

�

.��
5

�

%���� in the present directory. If everything worked, you will
enter the key control-panel from which you have accessto all the commands introduced in x1.1. If there
were errors, then try to debug them7.

2.3 The set of all 1D, two state, nearest neighbor CA

Now, that we've cut our Simp programming baby teeth let's consider a more theoretical question: \What
would happen if we changeone of the outputs of the parity function?"

To bring this question into focus, consider the parit y function in the 1D R1 CA neighborhood in terms
its complete mapping from input to to output, as is done in Fig. 6 (a). If one changedany of the outputs
for any of the eight possible input cases,the transition function would be something di®erent than parit y,
and, of course,the CA's dynamics would be di®erent too. Fig. 7 demonstratesthis, depicting the space-time
diagrams of each of the eight single output changevariants of the odd parit y rule.

It turns out that, in general, there are 256 di®erent transition functions that one could apply in a one-
dimensional, two-state, radius 1 CA. One can arrive at this number by noting that there are eight di®erent

7For the time being, Simp error messagesjust come from python error messages.
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8 (22) 7 (214) 6 (182) 5 (134) 4 (158) 3 (146) 2 (148) 1 (151)

Figure 7: Rules obtained by changing single transition function outputs of the odd parit y rule. This set of eight rules
shows the di®ering evolutions from the same point seedwhen the transtion function (LUT) varies from that of the
odd parit y rule in only a single case. Each variation is labeled with the bit in the LUT which has been °ipp ed and
the Wolfram rule number (in parenthesis).

ClassI ClassI I ClassI I I ClassIV
Trivial Periodic Chaotic Complex

(8) (20) (150) (110)

Figure 8: Somerepresentativ e examplesof the four Wolfram complexity classes..The four complexity classesare based
upon a visual comparison of the long term behavior of some CA. These examples come from the one dimensional,
two state, radius 1 CA, and are labeled according to the Wolfram naming convention.

inputs, each one of which can independently have one of two possible output values, therefore there are
28 = 256 di®erent transition. There is a simple way to list and name them all.

If instead of representing states as white and black, we call them 0 and 1, we can represent the mapping
from input to output as a binary number with eight bits. Using this representation, the mapping in Fig. 6
(a) becomesthat of Fig. 6 (b), and the binary number corresponding to the output is 10010110in binary
or 150 if you prefer decimal. Thus, another name for the 1D R1 2-state odd parit y is rule 150. This is the
Wolfram naming scheme[10] for two state, nearestneighbor, one dimensional CA.

Wolfram Complexity

Wolfram, following the example of To®oli who ¯rst enumerated all of certain types 2D to look for physics-
like properties in that class,enumerated all of the one dimensional, two state, radius 1 CA. In studying the
statistical mechanicsof this classof simple CA, Wolfram arrived at a visual classi¯cation of theseCA based
upon their behavior when presented with a random initial seedcon¯guration. Wolfram divided the CA into
four classes

ClassI Trivial|most random con¯gurations \die out" yielding a tape all with a single state.

ClassI I Periodic|stable con¯gurations in spaceand/or time arise.

ClassI I I Chaotic|seemingly random con¯gurations contin ue forever.

ClassIV Complex|elemen ts of both class I I and I I I are visable. Upon backgrounds of stable, periodic
con¯gurations somechaotic and unpredictable \signals" move and collide.

You can use the demo �=2	3

� �

&�� ��� to run one-dimensional,two state, nearest neighbor CA and select the
transition function by the Wolfram numbering by passingspecial program speci¯c parameters.

For example, to userule 90 starting from a random seedissuethe following command to Simp,
,/.���� 0�0
%�$�� 2 �92�3

� �

&��

�

"�34$

�

�

�

To get a random seed,usethe program speci¯c command key \R" for
�

& �4%=2�� ��$
$
% . You can optionally use
\P" for

�

2/. ������$
$
% .
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Note this notion of complexity classesis somewhatintuitiv e. Indeed, it turns out that for every CA, there
exists someinput for which it behavesas a ClassI (cite Youse®). One can, however, salvagethe complexity
classi¯cation by consideringaveragebehavior on the ensemble of all possibleinitial conditions.

One useof the complexity classi¯cation is to give an imediate feel for what particular CA rules can do.
Indeed, classI and I I CA can solve somesimple classi¯cation problems such as the majorit y task (reference
Cappicare). ClassI I I CA canbeusedasgood pseudo-randomnumber generators(referenceSipper). ClassIV
are often computing universaland hencecan compute anything that is computable. By selectingthe correct
con¯guration, a ClassIV can be programmed to do anything that any other generalpurposecomputerscan
do. Indeed, Cooke and Wolfram [12], have recently shown that, as had been widely suspected, even the
simple ClassIV rule, Wolfram rule 110 (Fig. 8 (110)) is computing universal.

One might ask, \If it is possible to enumerate CA rules, why bother programming them?" To answer
this question, one must understand the spaceof possibleCA transition functions.

The spaceof transition functions and sizeof LUTs

Studying the spaceof possibletranition functions is closely related to the spaceof possibleLUTs. Let us
¯rst derive a few pertinent results on the sizesof lookup tables.

A lookup table is a table that maps inputs to outputs by enumerating the output value for each possible
input. The number of distinct input values is M . A CA with k states and n neighbors (including itself )
would needa LUT that is

M = kn

entries long to represent its transition function. Each of those M entries holds an the cell's next state, one
of k possiblevalues.

Therefore, the total number of possibleLUTs and, hence,transition functions is

kM

or
kk n

:

The number of possiblerules growsasa super-exponential. Even a two state CA with a modest six neighbors
has over a four billion possiblerules; increasethe number of neighbors to nine and there are far more rules
than there are fundamental particles in the universe.

This astronomical increasein possiblerules meansthat for CA with many neighbors or states, doing an
exhaustive search of possibleCA is simply out of the question. Furthermore, the vast majorit y of rules are
chaotic and completely uninteresting when supplied with most inputs. Explicitly programming rules will
tend to be a much more fruitful approach.

So, the number of possiblerules increasessuper-exponentially with increasingnumbers of neighbors, but
what about the sizeof the LUT itself?

We have already determined that the length of the LUT is M and that each entry must be capible of
storing k states. Since logk storageunits (e.g. bits) are neededto store k states, the width of the LUT is
logk. In all, the sizeof the LUT is

M logk

or
kn logk:

Sincethe valuesin the LUT actually namethe transition function, this is alsothe length of the cannonical
name of the transition function, as discussedin the last section. The length of this cannonical name grows
exponentially with the number of inputs (eg. neighbors). That one can assignthe \W olfram" numbers to
the 1D CA by using only three digits owesto the fact that their transition fucntions have only three binary
inputs. An odd parit y transition function LUT with ¯v e inputs would have a ¯v e digit decimal number, but
one with ten would have three hundered and nine!
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This exponential growth in LUT size has two rami¯cations. The ¯rst is that the cannonical namesare
no longer desirablewhen the rules are large. One can ask if there might be a simpler way to expressa rule
than with it's LUT. The answer is yes, and that we have already seenit. A transition function may have
functional description that is shorter than its LUT. A good exampleof this is the odd parit y rule. However,
the theory of Kolomogorov complexity (cite Vitan yi and Li) tells us that most rules don't have a simpli¯ed
name and even when they do that ¯nding their simplest name can be quite di±cult (NP Hard).

The secondrami¯cation is currently very important to Simp's performance. Simp usesa LUT to evaluate
the transition function at each site. It does this, because,when the LUT is small it can ¯t entirely inside
of fast computer memory and be looked up by a memory read taking one hardware clock cycle rather than
computed by a sequenceof instructions taking many clock cycles.

When the LUT is larger|as a consequenceof having many neighbors or large state sets|it may no
longer ¯t into the highest level of memory cache, causinga lookup to take more clock cycles. In the worst
case,the LUT may not ¯t into memory at all. SinceLUTs grow exponentially with the sizeof the number
inputs, this becomesthe LUT size becomesa problem quickly. Even a ¯v e-state CA with ¯v e neighbor
signals,or two state CA with thirt y-two neighbor signalswoudl already require a one-gigabit LUT. Such a
massive LUT would take a long time to compile, let alone use.

Although it is planned that Simp and Step will be able to decide intelligently how to break up
comptation|whether to usea LUT, compute functions individually , or usesomecombination of the two|for
the time being only LUTs are used. Therefore, it is up to the performanceoriented programmer to limit the
number of signalsused in the transition function by limiting the number of signalsthat are declared.

Moral of the story

The two important lessonsto glean from this as a Simp programmer are

1. allocate as few signals or neighbors unlessas necessaryand

2. use as few states in signals as possible.

2.4 Parit y in two dimensions*

(0) (1) (2) (3)

Figure 10: 2D Parit y. A simple extension of parit y to two dimensions. This ¯gure shows evolution from a point
seedof a parit y rule run using a von Neumann neighborhood (north, south, east, west neighbors) CA on a 7x7 grid.
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Figure 9: Simp code for two-dimensionalpar-
rit y in the von Neuman neighborhood. The
¯le .

We can also program the parit y rule in two dimensionsas
in Fig. 10. This version uses2D von Neumann neighborhood,
named after John von Neumann. The neighborhood consiststs
of the site itself ( � ), and it's four nearestneighbors, 
 orth, � outh,

� ast, and � est.
The program for this two-dimensionalrule is a relatively sim-

ple extension of the one-dimensionalcase|in fact, you should
try to program in Simp on your own by modifying the 1D parit y
rule beforewe go on to study the code of Fig. 2.3 in detail. The
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only major di®erencesare that this rule it hasa two-dimensional
lattice, a di®erent neighborhood.

To declarea 200x200two-dimensional lattice one could use
the following code

����
���


��� �����




�������

For convenience,however, the code for ��&

�

.��
5

�

%���� in Fig. 2.3 does
something slightly di®erent. It ¯rst declarestwo variables X
and Y , then calls ��$
�

�

&

�

&�� , �

�

, and ¯nally sets the dimensions
with DI M EN = [X ; Y ]. Doing this parameterizesparity2d.x
on the variables

�

and
�

.
Speci¯cally, any variables de¯ned before ��$
�

�

&

�

&�� , �

�

is called
may be rede¯ned by run-time arguments passedat the Simp
command-lineas ��

��
����

�

���
� �

�

��� parameters. For example, invok-
ing the demo ��&

�

.��
5

�

%���� with
+-,/.����10�0
%�$�� 2 ��&

�

.��*5

�

%

��������� ���������

rede¯nes the program on a 300x300lattice 8.
To declarethe two-dimensionalvon Neumann neighborhood

one uses
�

2 �

�
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The transition needsonly to be extended to check the (odd) parit y of the new neighbors. This is done
with the following code

%�$

�

$

�

2	3

�

$ �

�

�

��� �

�

�
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�

�

�

�

�

3 Lattice Gas/Partitioned Cellular Automata

Now that we have considereda simple cellular automaton example, let us turn lattice-gas automata (a.k.a.
partitioned cellular automata) which we denote LG/PCA for short. In actualit y, there is not so great a
di®erencebetween lattice-gas automata and cellular automata and it turns out that the two can be made
to simulate each-other (need reference). Nevertheless,they are the childeren of two distinct traditions and
thusly inherit di®erent names.

The primary di®erenceis the form of signal transport. In CA, one thinks of cells grabbing the state of
neighbors to do updates whereasin LG/PCA, signals move from one site to the next where they interact
with other signalsaccording to a transition function and then move out again.

We'll considerdi®usion as a microscopicparticle shu²ing processand show how it can be implemented
in a LG/PCA. Doing so, we shall seehow some properties such as particle conservation are more easily
conserved by a LG/PCA than a CA.

LG/PCA di®usion will be implemented ¯rst in one dimension, and then in two. In exploring di®usion,
we'll introduce some techniques using randomnessand see that a ¯ne-grained discrete model can yield
contin uit y in the limit.

3.1 Di®usion

Di®usion is the gradual processthroughwhich concentrations equalize. A exampleof di®usionis what happens
when onedrops ink into a bucket of water: at ¯rst the ink is all concentrated in a drop, but quickly it begins
spreading out and thinning, eventually becoming invisible. After some time, the ink and water become
thoroughly mixed such that the concentration of ink suspended in water is the same everywhere in the
bucket.

8All of the demos are parameterized on their dimension sizes and use the variables � , � and 	 for the ¯rst three. One-
dimensional demos are also parameterized on the size of the history in their space-time diagrams with the variable 
 .
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The di®usion isn't magic and, in fact, there is a simple microscopicexplanation for it called Brownian
motion. Brownian motion refersto the erratic random path that onecan observe by watching an ink particle
suspended in °uid. Due to thermal agitation, the °uid bumps the larger ink particles independently this
way and that causingthem to di®usethroughout the liquid.

random walk

Since we are interested in implementing algorithms on a discrete lattice, let's make a discrete model of
Brownian motion on a one dimensional lattice called the random walk. In a one dimensional random walk,
a particle stepseither to right (+1) or left (-1) with equal probabilit y at each time step.

One could implement such a random walk with a stochastic cellular automaton. In such a construction,
each cell would have two states to declarewhether or not an ink particle is present and a two state \coin" to
specify which direction the particle wants to go|left or right. The ideally, the coin's valuesare equiprobable
and and generatedindependently at each update. In practice, however, an external pseudo-randomnumber
generator,an embeddedcellular automaton random-number generator(cite Sipper), or even a simple shifting
technique can be employed to generatecoin valuesfor each cell at each time step. As always, the quality of
the random number with respect to a task dependson how much it cost to generatevs whether it is random
enoughfor the application. SeeKnuth (cite Knuth) for discussionof theseslippery issues.

Given such a \random" coin and particle state construction, a simple 1D CA rule would be onethat look
left and right neighbors to seewhether a particle neededto cometo it and adjusts it's state to hold the new
particle. But wait, what if the coin of the left particle saysgo right and that of the right saysgo left, but the
cell can hold only one particle! A particle would have to be dropped!

If we want to conserveparticles|and classicaldi®usiondoes|then weneedto resolve this. Oneapproach
is to add someextra collision resolution signalsand protocols to the CA, but doing so in the running time
of the Step machine that underlies Simp. We must look to another solution. For inspriration, lets consider
the Gaussiannailboard.

Gaussiannailboard

The Gaussian nailboard is a simple mechanical random walk implementation. It consists of two parallel
planar boards with t horizontal rows of equally spacednails. Every-other row of nails is o®setby one half
with respect to the previous. A Gaussiannailboard is depicted in Fig. 11 (a).

Dropping balls into the two dimensional Gaussiannailboard simulates a one-dimensionalrandom walk.
Speci¯cally, a ball is dropped into the nailboard will hit a nail on each row, and goeseither left or right with
equal probabilit y. Each time the ball decendsby one row, the ball's horizontal position one dimensional
random walk advancesby one time step. As it falls through the t successive rungs of the nailboard, ball
simulates the random walk of a single particle through t time steps.

Note that the Gaussian nailboard can support simultaneous, overlapping, totally random walks of
identical balls. This might seemstrange at ¯rst, since, discinct balls, falling at a synchronous rate and
not being able to passeach-other, collide and bounce in opposite directions, thus constraining the walk to
something lessthan totally random. However, the balls are not distinct, they are identical, so there is no
di®erence betweentheir colliding and bouncing opposite directions and their passingthrough one-another.

We see that nailboard gives us the space-time topology for a ¯ne-grained particle di®usion rule! Indeed,
Fig. 11 (b) depicts the tracks that the nailboard's balls can move on with arrows, and the nails with circles.
As the tape overlay shows, we can reinterpret this as a rule that brings two signalstogether interacts them,
and sendsout two more signals.

The basicspace-timeunit is shown in Fig. 11 (c). This is in many ways similar to the transition function
for a one dimensional CA, with the exceptionsthat 1) the inputs to the rule don't overlap and 2) that the
rule is tiled in every other row. To simulate an update one can't just do convolution as had been done in
the caseof the CA sincethe \windo ws" don't overlap. Moreover, the starting points on the tape are cycled
in time|on odd time steps the sites separatedby solid lines are updated and on even those separatedby
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(a) Gaussiannailboard (b) possibletra jectories (c) rule form

Figure 11: Gaussiannailboard asa ¯ne-grained di®usionmodel. Usig (a) the discrete Gaussiannailboard as inspiration,
we arriv e at (b) a space-time diagram for a ¯ne-grained di®usion model (c) with an update rule in the form of a
LG/PCA.

even stepsare updated. For this reason,when we look at the non-overlapping segments of the tape|those
thinking in terms of the tape are inclined to call this type of rule a partitioned cellular automata.

Likewise,as the signals run between interaction sites laid out on a space-timelattice, those interested
in making particle models on lattices, especially onesfor modelling gasses,are inclined to call this type of
computation a lattice gas.

A LG/PCA di®usion rule

The space-timelayout of the di®usion rule as we shall program it is shown in Fig. ?? (a). As was discussed
above in the hypothetical CA implementation, our update rule will need to consult a random \coin" when
deciding to do updates.

The rule we usewill consult the coin and randomly swap, or not, as shown in Fig. ?? (b). Not only must
we decidewhere a ball goes,but we must also decidewhere it doesn't go. Implicit in the nailboard model's
updates is that we are really doing updates the way that nature does it|b y swapping. Somewater must
get out of the way in order for an ink particle to jump in, and that water takesthe place of the ink.

Fig. ?? (c) is a space-timeexampleof how the di®usionrule works.

H H H H

T T T T

HEADS

TAILS

SWAP

NO SWAP

H H H T

T T T H

H H T H T

T H T T

T

(a) space-timelayout (b) Di®usion rule (c) An example

Figure 12: space-timediagram of a 1D lattice gasfor di®usion. Part (a) depicts the space-time layout of the LG/PCA
that will implement one-dimensional di®usion. The circles are called events and the tape is partitioned according to
the inputs and outputs of these events. Notice that the events are laid out in a nailboard-lik e topology. Part (b)
shows the update rule. Part (c) depicts a run with three ink particles. The `H' and `T' characters headsand tails of
the \coin" signal, which causesthe events to swap on headsor stay on tails.
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(a) ¯rst 80 rows (b) bins with 4000balls (c) bins with 8000balls (d) Gaussiancomparison

Figure 13: Gaussiannailboard experiment in Simp. Notice that in the limit, the height of the bins satis¯y the Gaussian
distribution and the heat equation.
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Figure 14: Two dimensional particle di®usionon a 256x256lattice

If one considersa point concentration at the origin and a zeroconcentration at all other points, then the
di®usionequation yields

(gaussianin x, variance t).
If we repeat the nailboard experiment over and over again, collecting balls in bins, then we can get a

very closeapproximation to the Gaussian.

macroscopicdi®usion|the contin uum limit

We have just described di®usionas it appearson a macroscopicscale.
A mathematical description of di®usionmight be the heat equation

@x
@t

= kr 2x (1)

If one solves the di®usion equation for a ¯xed time interval [2], that the new concentrations f (x; t) can
be obtained from the old onesby the convolution

f (x; t) =
Z 1

¡1
N (x ¡ x0; kt)f (x0; t)dx

where G(x; t) is the Gaussiankernel

N (x; t) =
1

p
4¼t

e¡ x 2 =4t :

3.2 Di®usion in a 2D LG/PCA

² As predicted by the Gaussian solution of di®usion equation, on average particles stay where they
started, usually ending up at most approximately

p
t sites away.

² The density distribution becomescontin uousand approximates looks like a real number density if one
looks at large blocks or squints.
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2D Partitioned Neighborhood tRotate CCW if coin=1

Rotate CW if coin=0

Figure 15: Two dimensional LG/PCA di®usionrule

² Lattice e®ectsdisappear yielding isotropic di®usion.

The two dimensional lattice gasfor di®usion is a direct extension of the one dimensional case.We have
a squareas our box, and instead of a swap, we rotate.

It is also a two phaserule|on even time steps update blocks separatedby solid lines, on odd update
sited separatedby dotted lines.

3.3 Using di®usion

Now that wehavedi®usion,wecanmakethe discretecounterparts of contin uiousreaction di®usionequations.

4 Reaction di®usion
@x i

@t
= kr 2x i + f (x1; x2; : : : xs)( i = 1; 2; : : : ; s) (2)

Tweaking the di®usionconstant k

One can adjust the di®usion constant by changing the ratio of reaction to di®usion, or equivalently by
modifying the swapping probabilities.

Reaction-di®usion\ma jorit y"

This is a simple, discrete, ¯ne-grained version of the SchlÄogl reaction di®usion di®erential equation. As
it runs, starting from a random initial con¯guration, it traversesscalespacewith it's \cow" like patterns,
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¯nally ending in all black or all white. This rule is similar to CA majorit y rules, and the magnetic domain
forming Ising spin models.

We have it by modifying the 2D di®usion rule so that in addition to rotating particles on the coin toss,
it will eliminate minorit y particles in the block. That is, if there is only one white particle the rule gets rid
of it, and the samefor black. Otherwise, the rule just consult a coin and rotate as usual.

5 What's next

. . .
To learn more about Simp programming look at demosincluded with Simp. Run � ,/.���� 0�0 ��$
�
%�$�� 2*%*.

� to
¯nd out where the experiment ¯les for the demoslive. For explanations of all the Simp variables, functions,
and objects consult the Simp programmer's dictionary in the online user documentation at �*� � !�"��@$
%	"

For more information on CA rules, analysis, and the like, we refer you to the annotated bibliography.
You might also '
$�3
3�0
&	"���2 ��'�2�� for more information related to programming CA rules. For discussionson CA
we refer you to the newsgroup '
2����#�@�	��$�2

�

5��<'
$	3�340�&	"4��2<� & ��& .
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